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- SBRIXNIES 1‘% & (LLM) BEARASRHE—EENESE
- HEERERESESTELER, BREEURE, BRKERAESRIERES, flufEE. i
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2. Jw R — 5 K F DA BF603E B 493k AT B, B AT Sy (GREFM)

[ If a train is moving at 60 mph and travels for 3 hours, how far does it go? ]

mMEﬁtﬂﬁﬂﬁg w To determine the dlstance traveled,
use the formula:

Distance = Speed x Time

The train travels 180 miles. Given that the speed is 60 mph and
the time is 3 hours:

Distance = 60 mph x 3 hours = 180 miles

\ j \So, the train travels 180 miles. J

Plain response Response with intermediate
reasoming steps




SEIEIRRRAZ G E: SEFS

- EEFEIEGIEIR:
+ RL: —M188A (Agent) BEI—L(SR (Observation) f5, #H—RS (Action) , BERIFRIEXR
BRREBREINRIE (Reward) k#H{TEFEFS (Learning) HITTE
«  RLSLLM¥R:

S LLM

Agent/Policy EHReiR LLM Model (GPT, Bert, ...)
Observation/State XIMBER AT ZIRYHEIA SRIZATERTEIN/
Action B EEEINE THITHNTA FuSF2fsearch/samplingidfe (BEALIE)
Environment EREAFTFHEEE R/ MRS AIEEERIR, SEIFIEBRERIRE
Reward NS E R TR E M ER R AT % SRIEIHAIRE (NaFEEEEIR)
+ RLi&f:
1T BEINEmE—RIRES. aifE. REIFIT—PIRE state  reward action

Si— Rf— AI‘

HALEIR: SANEANRLANERIIENRINLEH 12, R, MR .
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E S

« ORM (Outcome Reward Model): IJHEIREERER(FITHIFG
PRM (Process Reward Model): X8—Z#BEEHITEMEANERNTD, ALREMRAS, 55
F=4reward hacking
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- FRMICERRS:
 PPO (Proximal Policy Optimization): EFRIEHEENNAEZE, BEIRKUECRREZERILARTRS
- DPO (Direct Preference Optimization): EIIEZMABPSREFZI R RAEEREE, NMIETE
HREEMES, MEEINEIZEIERIRRACREE

DPO Training

Policy Training Data: D,
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Response (online): y )ﬂ' R

Reward score: r )
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HIPISRNE AR RET: BSEReward Model

- (RFMHETIE: ChatGPT, OpenAlF2022.1147%, HiiEFENEEEEENIEEELRE
- HeTI{E: Sparrow. InstructGPT, ChatGPT, EAGER, ELLM,. Eureka. GPT4. ...

AlpacaEval %) |_eaderboard

An Automatic Evaluator for Instruction-following Language Models
Length-controlled (LC) win rates alleviate length biases of GPT-4, but it may favor models finetuned on

its outputs.

0

Version: AlpacaEval | AlpacaEval 2.0 Filter: Community

Baseline: GPT-4 Preview (11/06) | Auto-annotator: GPT-4 Preview (11/06)

Rank Model Name LC Win Rate Win Rate

GPT-4 Omni (05/13) 57.5% 51 39
2 GPT-4 Turbo (04/09) 55.0% 46.1%
3 Yi-Large Preview 51.9% 57 5%
4 GPT-40 Mini (07/18) 50.7% 44.7%
5 GPT-4 Preview (11/06) 50.0% 50.0%
€ Claude 3 Opus (02/29) 40.5% 29 1%
7 Llama 3.1 405B Instruct 39.3% 39.1%
8 GPT4 38.1% 23.6%
£ Qwen2 72B Instruct 38.1% 29.9%

Llama 3.1 70B Instruct 38.1% 39.1%

BEEIGERREALL HEIERE, (EHHRES ERNEIFRM



HEIRIRBI S ARIREE2: FoamEAYRL

- Bl KARLGDE, THREMBEIREERE, NIERT =R HEERE
- KR!
- WRIRRY3RENERES : WET\RRE, BFALITDERE
- REBE: ETVESRECoTEERERMIE
- ZhRgG: SEMNRE AMES—HE) SEFRE, RFREEEFESIIZEE

Zero-shot-CoT All NIP  tasks  [END] are  generation  tasks

P RN A \ ot

Q: A chef has 20 fruits. Half of the fruits are apples, and half of the
) ) ) )y ) ¢

apples are red. How many red apples are there?
el T

: OO O OO0 o dm

-

A: Let’s think step by step.

(Output) There are 20 fruits in total. Half of the fruits are apples. That

means that there are 10 apples. Half of the apples are red. That means

|
|
|
|
|
|
|
|
|
| that there are 5 red apples. v/

All [START]  NLP tasks are  generation  tasks

CoT #ERk: ETFHIRIREL, iBidzero-shot/prompt learningE7y =V ERk SFT: EZAEIIEFERN, EF CoTHIREURRIREE



IR BRI ARIRE2: TIERIRL

- (RFMETIE: DeepSeek-R1: RHERLAZE, AIRiEFHEEUEIEGE
- AIAIEBIE:
- 2025.01 rStar-Math: ETFMCTSSLHLURER®, S TSR
« 2025.01 DeepSeek-R1: ETZERLAVEIRIEE, EMathZFHAISOTAIREY, EiEIEIERTIST
BB
+ 2025.02 LIMO: GUEEF/DE(800+)ERITHIEA+RL, AISCEIEEIREEHAIRAY KER
. 2025.02 OpenAl-01-10l: EFRL+TTCHiEHNERIE e PRIBEHIAIREARY
+ 2025.02 ReasonFlux: EF/D&E(500+)fBI5RITHICOTHIR+DERAFS, WIEEIHFTHIGIAR]
RANEAONERR, FARIBREA LSRR

« More and more......



DeepSeekZFZFIEBMGETIEZERE LS

v IR
> 1RBISI:
> Stage 1: DeepSeek-V3
> Stage 2: DeepSeek-R1-Zero
> Stage 3: DeepSeek-R1, DeepSeek-R1 Distill
> EBRET REERENR:
> HEEHUE: 60wst
> JHEEHUE: 20wt
REEdE: LTS

R IS5

DeepSeek-V3 Base Pre-train + Fine-tune + RLHF

DeepSeek-R1-Zero ZERL (GRPO)

DeepSeek-R1 Distill SFT
DeepSeek-R1 SFT + Z8RL + RLHF

[1]. https://www.zhihu.com/tardis/bd/art/19868935152?source id=1001
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DeepSeekRFIEEN)IS: XERA

Deeps(?;l;g; Base
- HEFAKSHE+IEEECOTEIE, FUEEMIEEY > [

- ETVEEECOTAIR, HUMSRER, HERE | oo [ T’*ﬂ ’ |
. T I 7 A [ . e
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SFTEE

AEHEEE
(20WHER)
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HIEILEE: PPO

- PPO&E%: RLHRIGERARMMATEZE XESRESSR

@ WiEeEE: BEFomitRE (policy) &—4HE4, BiFquery. JETAZ/output, reward, value

@ itEEMT: TEEREL (advantage function) , RiErewardfvalue{B1T T S RPASHEXS T K FERIFIR,
ERLSRAEIENEES (TD) fhit. F‘ XSkt (GAE) &

® T—1MREMET: BIREEEGITTER, RETENT—MAS/MH

@ f{fifkCritic/Value Model: FE"R 1a1t§1ﬁl+1EHWtE§ueward, FRE#HEIRIvalue modelfRHIEF/EHIZ
FIERIASSEE, MM{RiEvalue-modelBIEMRAYT M5 IVE B

® E#HiActor/Policy Model: fZHPPO Penalty. PPO ClipZEffiit, RRMEFPOREZFEANT I (FEidRmIEE
R) . ZIEE. TR SEGERFERIT

® &L FRFINRIESHES I PR, BRRERLEEIDEN, WRMHEEAEREA. KEIRERIERRESE

_________________________________________________________________________________________________________________________________________

U |
 CriticfiifbBiF: L I — ® |
I ViIEEIP (5,) = elip(Vi (s:), Vit (s¢) — €, Vi (s;) + €) Dol Reference L % : i
| | /' Model Trained :
! . L —_— 0 Models |
I argmin L(V;) = E;[maz((AS4E + VP (s,)) — Vi (s1))?, Lo . Reward |/ 3 ,
| v o Model @4 GAE Al |
: (A4S V(00) - VP o)) | - e |
> — I
i Actorfitit Bx: Lo R Models i
I I

|
7 (o |q ) g (o |Q/0<t) 1 1 \—rf
Jrro(0) = E[q ~ P(Q),0 a(ClD)] ol Zm nl (g0 ) chp( Dm(;t|q'°<t)ll 75,1+e) At] : : — I @

_________________________________________________________________________________________________________________________________________

[1]. Proximal policy optimization algorithms. https://arxiv.org/pdf/1707.06347, 2017. OpenAl.
[2]. https://zhuanlan.zhihu.com/p/13467768873 11
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sREafiitEi%: PPO

- PPO&E;xmPolicy/Actorffift:

@ EXpolicy: BEE—MAEMEr,, WMANE—PMIZEPRES/ A s, BHAZHEIRI8eITRIZN Ea, ~mo (- Is;)

@ BT IRMETIREEER, Blsii1~P( |se ar)

® JRSIEEN/EREMIE: T = (51,a4,52, 03,53, a3, .., Sjo[» o)), 0| B L tokenZiE

@ EXEREE: NTHFEIERSHNAMNRHZM R, = Y-yt , By € O DAIMNERE, r A REHERE

® iHaEpolicyl#if: EXAWERTIRFNERE, BD/,, = Ern, [R. ] EX RIS ILZEREENH, BRI RETHTHIREIRIHAEE,
XN ENGRIETER(IRERESIRNE (searchiRlig, SMMilEc) | EEBZSHIINT LGTHHRE (BRlogSEUHEESHE)

©® MHBEHEE: FRHERINEA, = X, adv /STERE, FERRRENIERIRIN, MWy, = Eron,[4:(s0 an)]; BRHEZESTHETD A,

advy =1 — (Vi (se) — YV (Se41)), BV, AARREZERUNE, BidValue ModelitE1SE]

@ BEMREBIE: RAoff-policy5ixk, B—MEIRDIMAZERENIRE, BERERA, BHIGHE
a) ERMCREEEI—HEGE (BA) , BAZEBRREL, ., RiZEE Gk, ) , RS (x)
b) BZMRELUEMNBEZE SRR, REXINEE (FFHEHE. 2&R) |, BiRIRMNSfp(x)

O ERTFFEMp (PRI, BRI, = Erory, |22 Arry (50 00)| = Fooy [MAn(st, at)]

“Moo1a [q(x)” TTTE 7g,,4(At|St)

PRAIFIRSEREIRIRORIE: IREISER BRI B, B, = Eror, [czip(MA,T(st, at>,1—e',1+e'>]

g ,4(At|St)

@ fitkpolicy: BIRANWKMIHIEENER, BIVO = argmaroln, = Eror, [MAM, at)]

9,4 (At|St)

F: EIASBEEEKL penalty: KL[mg(aclse), mg,, (arls:)], PPONEILRIGIFEIEALNClip. 12



#H7EHEG

{M{EefEL (Value function) : MEREGTE TIKESTIE-EXIRUNME, BIMERINSEENET, SaeATRseEkESRIRTRRE, B
HINMBEREE
INSHMBERREL (State-value function) : ZIERIRMEMNRSSHIR, KIERIETCRENGIE, SBeeARLISRINEFYNZmMAvHEERE, v,.(s) =
Exlress + ¥ee2 + V2143 + - |Sp = 5] = Ex[R|S; = 5]
IS-IEMEREL (Action-value function) : ZIERIEXFEMASHENMEpair, MRBEATIZRSs NEs), HiTiZzaMFa, SeeAFUERINERER
R, Qr(s,a) = Ex[R:|S; = 5,A; = a]
Actor-Critic 572455 72T RBTIETNERNR. EXMEEF:
Actor: {RERZEIEERS (policy-based method), TAER4EMINE. Actor EIFFEIESRES n(als) , FHRIE Critic IRISEERIESE, LMK ERRED.
Critic: XFINESES (value-based method), REFRIPERENAIEINE, Critic ZIMMEREQ,(s, OB V. (s), FitE TD (RHFED) RE, XELFG
TN ERSERMRERIR M Z BNER.
B IXFEES, Actor-Critic 73;A5RTLA
FA Critic AURREMANTRIEIZSRRIRE R
ERTEID Actor ZITESHAIREE, BIREELFEFRINA.
A, Critic BIRIERTLAESBRED> Actor BEATHISZE, NMESFIAETEM.

ActorSRIRIBBERAHESH: Vi, ~ — 2N, Nimy" Ry, Viogme(aclsy) = ~ NZOR% NIIREEATHITEE, T, MERNTKE (RESEEER
K. MCTS, ETSE, SINFIRSiy. MaSRE/EE. EEER)
Vlogme (ac|s) BB FES— NI EAORE FIRUARREBIX NSO, IXFERR TR R RERS R EREESHIBRASHTE, &R
BRI SRS S R RO (R 4T
IR T B F A P AR B R A R BN B R SRAL R R R O D TE S FASEY | BR 5T, — SR EANERIR, A% AIEE, USRS —
WZbaseline, FELLR, MHHZIARS, BRESESSEIROTAER, FEERAcriticRIMEREY, ()80, (s, )IEE
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- Baselineit&:
BILREMEREL. RS- ERERIENESTE, WERIEXRAV(s0) = Eqi~n(isyan[Qn(Se, a)] = Ta,eam(arlse) Qr(se, ar)
Temporal DifferenceieX.: advantageRm=AERSs, T, ENaEa BTFHIKFEELF. BiRKR, BR2QUEGHEMBE)REVEMIRSINE):

FA, (s, a)RER, AIBactorfU{Lit BtR TD Advantage/baseline}fS:
HV, (s) — vV (se41) AT baseline Ar(st,at) = Qr(st,0:) — Va(st)
CriticB9t it BirAs/MLTD error = Esﬂle(.Lst,a.t) [Tt + ’rVw(sHl)] - Eaf|1wP{.|at,a3) [Var(st)]
T TD error2Felmitit, EAT A AGAE = Eoimplisia) [t + Ve (841) = Va(se)]
EIEASS TD kT RERS 2 N Bovrp(se0 [TD-error]
. EBERAR: iR | v g,
On-policy 75, AR EIRHIEERE AR AL RIS VI % 7 3 2 (et aVelseea) = Ve(o) Viogma(eal)
Off-policy FiEIFM S5 BRI AT SRR AL argmax J(my) = Et[Ax(st, ar)logme (as|st ]
(BAERAERLAS, IEFHIIRRER, WD A (s a) ISR E) ActorffifbEHR:
. P, FENERE, BRI ARSI (RENE. H5. ER) argmin L(Vz) = By[(re + Ve (st1) = Va(s:))°]

BEX—tEEHIEESEROR: BRI EIERE 0, BEfERIny,; FAIBICE—HEUEIRGr,,, BEfERIny, ; LULSSHE, EIOXER
&, #ll)i5Rny. XMgFEMoff-policy (FHEIRAIRISM A EIRMENIIRIEAZE—)
IZE9SREF, ATRIEEERETEE () Bl p(v), REHRNSHERR 7 BT TiEMp (1) FRF. EILERMATEARIZIEN],, =

PX) — mo(At|St)
0014 | g AT~0 (St at)] = Brom l”@old(atlst)An(St' @)

- RERLE:
Reject Sampling: Best-of-N, use verifier including PRM and ORM, HUZZ#EM4AK, imbalance distribution
Tree Search: Beam search, MCTS, DVTS, FastMCTS, PRM is used to provide reward score, #ZRTEK, EFHEKK

14



skiafiftEix: DPO

DPOFi%: FEERMER, EEAMAARRTFUERAREY, FEZRERFIVELEHMERES, K2R
AU HHESR S

@ EXRME: REEEn, (vlx), yFEihH, =B

@ HERAXRMREESE: A0y yT), yIRFEARREFFELESE, v REAMERTFHIEIS

® HERIHEE: RFERTY By WP >y 10 = o Pf;”"?ym

mg(y ™ |x)
yF|x)+me(y~|x)

@ RAURIFEEE: BEFSETABIRRAAERBIEIRAI6) = E(x,y"',y_)[log(ne( )]

mo(y]x)
Y7 |x)+me(y 1)

® SINENMEIR: EIGERE, 10) = Epyt ) llog (ne( >] + BKL(mo||7res)



DeepSeekMathg@llfi: XK#EFEEZGRPO

- GRPO (Group Relative Policy Optimization): I&IF 7484 SIE LLM s EREE hRIaT it
Uik PHEFEFESHEYIEEE. FTFEValue ModelfiE38PO
@ FEhEd: TNERLE, ERESMEREEHO (reject sampling/Fzt) |, LIREWAIREFIR (ORMAT)
@ HEITS: XBREITLL, RIEHEEERNEE, SHEMHEAEXTEDA, BRIEREBITE (GAEE)
® EHEE: S/FEVM, EFoEBEMNTESEHREE, BERDIIGER (PPORVMEPMXIVES, X84
tokenit&EXI R HvalueFEFHVM, HREENEETERE)

[1]. DeepSeekMath. https://arxiv.org/pdf/2402.03300, 2024. DeepSeek. 16
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DeepSeekMathg@llfi: XK#EFEEZGRPO

+ PPO5SGRPOIRKFEFILL:
- PPO: #EEH, BB clipRERFIRIEEFIIGE, B BRIz BHINT KA RS
- GRPO: FEHFERE8AclipBFEEEHDE, X3ET

NERENA, #BERTIZRIA; BUL

EENZARH(G)ITE IR

SINKLEIE, S/MNRHIRIESZSEREE (A#ESFTREY) [ERIER

 Toro(6) = Elg ~ P(Q),0 ~ 75, (Olq)]—Zml |

ﬂ'ﬁ{ﬂth, ‘D{E}
Hanjd (Df |q-f Dit)

d 6(0¢lq, 0<¢) :

g old {ﬂth D{E):

:}Empo{ﬂ} = E[q ~ P(Q), {oi}, ~ 7a,,(0l9)]

o

mg(o; th 0j, <t]

TO,14 (0; t|q 0, {t)

FhEREEHEY FIHRESEARRIRTS, s E ERItt=RLLER
BPFhENE/ IBEN1ERYIRZEIRRE

. BoLE)I1ZRIEKE

q : BINIEJRR

Toa: |BIZRES

o: FEIHZRIE_ LAV

lo|: WIHFIIKE

Ay UBRREL

Ay EBEXIERD

G . RERHEAEE

mg: ZHRITRE

Tref- /":%’;':ﬁm%

e: SREBIRFBLIRSEL, §D01



